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An important source of market intelligence is information derived from options prices. There are several 
reasons why options prices are expected to provide meaningful information. First and foremost, traders 
with high confidence in his outlook will be more likely to express this conviction by trading options 
rather than trading the underlying security. Options provide the easiest way to place a leveraged 
position and options positions can be precisely tailored. There is also a substantial disincentive for 
uninformed traders to participate in options markets: time decay. A trader who buys a call option to 
express a belief that a security will increase in price must have meaningful confidence in the time 
horizon over which the price gains will occur because the option is only good for a limited amount of 
time (e.g. until it expires). Because ‘smart money’ has incentives to express bets in options markets and 
‘dumb money’ (often referred to as noise traders) has reasons to steer clear, the information embodied 
in options prices should be of considerable interest to all investors, whether or not they actually trade 
options.  

Outlooks Derived from Options Prices 

The most commonly referenced options-based metric is the VIX, a measure of volatility that is derived 
from options on the S&P500 index. A major component of options prices is expected future volatility. 
Options prices can be used to infer the market’s consensus for future volatility.  This measure is referred 
to as implied volatility and VIX is simply implied volatility for S&P500 options expiring over the next 30 
days1.  VIX is widely followed because it is a forward-looking measure of volatility. Institutional traders 
and risk managers use implied volatility across the instruments that they trade as a way to predict 
volatility and manage risk. There are options traded on every major index and on many ETFs. While VIX 
is the implied volatility over 30 days, there are options that trade at a wide range of time scales—some 
multiple years into the future.  

Given a range of options prices for an index or ETF, it is possible to infer the range of possible future 
returns and their probabilities. Methods for solving this problem were pioneered by Mark Rubinstein 
(Berkeley) and Jens Jackwerth (University of Konstanz)2. Implied volatility is an estimate of the range of 
possible future returns (the standard deviation). Estimating the entire probability distribution provides 
considerably more information. The implied volatility contains no insight into the relative probability of 
large upward moves vs. downward moves in a security or index, for example. The implied probability 
distribution captures this asymmetry from options prices. Implied volatility is easy to estimate, and 
many financial calculators provide this calculation, given inputs on options price and expiration date. 
Calculating the implied probability distribution is more involved mathematically.   

The Federal Reserve Bank of Minneapolis has an online tool3 that allows users to look at the implied 
probability distribution of returns for the S&P500 for six-month and twelve-month options4. In addition 

                                                           
1 https://en.wikipedia.org/wiki/VIX 
2 https://papers.ssrn.com/sol3/papers.cfm?abstract_id=1303492 
3 https://www.minneapolisfed.org/banking/mpd 
4 This site refers to the approach as providing market-based probability densities (MPD). This is synonymous with 
what I refer to as the implied probability distribution. 



to the tool, this website also provides data on the implied distributions of return from 2007 until the 
present. This data allows the predictive value of implied distributions to be studied. An example of the 
site’s output is shown below. 

 

Implied probability distribution of returns on the S&P500 over the next 12 months 
(https://www.minneapolisfed.org/banking/mpd) 

The horizontal axis is the return over the next 12 months and the vertical axis is the probability of that 
return occurring. The most probable outcome for the S&P500 is indicated by the highest vertical point 
on the distribution (referred to as the mode). This is a value of 6%, so the 12-month options indicate 
that the most likely price return (e.g. not including dividends) for the S&P500 over the next year is 6%. It 
is immediately evident that the probability of large losses is much higher than the probability of large 
gains. There is essentially 0% probability of gains larger than 30% (right side of the distribution) but 
there are meaningful probabilities of losses of -30% or worse (left side of the distribution). This 
asymmetry illustrates why building out the entire distribution is so important. The implied volatility tells 
us nothing about the mode or the asymmetry in returns between upside and downside. This asymmetry 
is closely related to what is referred to as the volatility smirk5, a property of options prices that appears 
to have some predictive value for securities. 

It is important to understand that these implied probabilities are not unbiased estimates of future 
outcomes. The higher probability of a major loss is determined by investors’ objective estimates of the 
event occurring and their willingness to pay to hedge the potential losses by buying options. For the 
same reason that people are willing to pay more than the actuarial fair value for life insurance or 
homeowners insurance, they are willing to pay more than fair value to hedge the potential for market 
losses. The willingness to pay more than fair value to hedge market downside risk means that the 
estimates of the probabilities of losses in the implied distributions are at least partly caused by risk 
aversion (as opposed to what an omniscient odds maker would come up with). 

Predictive Value of Option-Implied Metrics 

                                                           
5 https://papers.ssrn.com/sol3/papers.cfm?abstract_id=1107464 



The major question that I want to address here is whether the implied probability distribution of returns 
has predictive value. The paper cited above on the volatility smirk suggests that the option implied 
distribution should be useful in predicting returns. The Minneapolis Fed site provides the data necessary 
to test this question. This tool provides the option-implied probability distributions for S&P500 options 
going back to the start of 2007 for both 6-month and 12-month options. The implied probability 
distribution is estimated about twice a month. We will examine the 6-month options. 

 

Implied probability distribution of returns on the S&P500 over the next 6 months in June 2008 and June 
2017 (https://www.minneapolisfed.org/banking/mpd) 

To motivate this study, consider the contrast between the 6-month implied distribution of returns in 
2008 and in 2017 (above). In the 6-month period after June of 2008, the S&P500 declined about 30%. In 
the period from mid-2017 to the end of 2017, the S&P500 is up by about X%. From implied probability 
distribution, the estimated 10th percentile outcome for the S&P500 over the next six months in June 
2008 was -22%, as compared to an estimated 10th percentile of -11% in June 2017. In addition, the 
probability of a decline of 40% or worse in June 2017 was estimated to be vanishingly small, while there 
is a meaningful probability of such a decline in the probability distribution from mid-2008.  

The distributions above also imply that there was a higher probability of major gains in mid-2008 than in 
mid-2017. Overall, these distributions suggest that uncertainty as to the returns over the next six 
months was much higher in mid-2008 than in mid-2017. 

The Minneapolis Fed site provides estimates of the standard deviation in return from the implied 
probability distribution and estimates of the 10th percentile returns about twice a month. I have 
compared the estimates to the subsequent six-month returns of the S&P500 for each date.  

 



 

Option-implied 10th percentile return vs. subsequent 6-month return for the S&P500 (Jan 2007-May 
2017) 

There is no simple linear correlation between estimates 10th percentile loss and subsequent 6-month 
returns—a second-order polynomial fits the data much better than a line. The main result from 
examining these data is that periods with the worst 10th percentile expected losses have a high potential 
for both loss and gain. I have highlighted the range of returns when the implied 10th percentile is -15% or 
better as the ‘safe zone’ because the range of future returns is so much more constrained than when 
the 10th percentile outlook is worse. When the estimated 10th percentile from the 6-month options is -
15% or greater, the vast majority of subsequent 6-month returns are greater than zero, although a few 
are as bad as -15%.  

I have performed a similar analysis looking at the implied standard deviation in return as a predictor of 
subsequent 6-month return for the S&P500 (below). The results are almost identical. If the implied 
standard deviation in return is less than about 12%, the range of subsequent 6-month S&P500 returns is 
tightly bounded. For higher implied standard deviations, the range of future returns is far less certain. 
Please note that the implied standard deviations used here are not the same as traditional implied 
volatility.  



 

Option-implied standard deviation of return vs. subsequent 6-month return for the S&P500 (Jan 2007-
May 2017) 

A straightforward way to summarize these results is to look at average and median 6-month returns and 
their standard deviation, sorted on the implied 10th percentile returns and implied standard deviations 
of returns. 

 

Statistics of subsequent six month returns, sorted on implied 10th percentile returns (Jan 2007-May 2017) 

If the implied 10th percentile return for the S&P500 is greater than -14%, the average S&P500 return 
over the next six months has been 5.1%, with a standard deviation of 5.3%. If the implied 10th percentile 
return is less than -21%, the average S&P500 over the next six months has been 5.7%, with a standard 
deviation of 17%. The expected return relative to risk (shown as the ratio of average return to standard 
deviation) is three times higher when the 10th percentile implied return is greater than -16% than when 
the 10th percentile in implied return is less than -16%. The break points between the four categories 
were selected so that each group contains about the same number of 6-month samples (Count in the 
tables above). 

The results are very similar when I sort on the implied standard deviation in return (below). When the 
implied standard deviation in return is less than 10.7%, the average return of the S&P500 over the next 

10th %ile <-21% -21% < 10th %ile < -16% -16% < 10th %ile < -14% 10th %ile > -14%

Average 5.7% 2.3% 5.4% 5.1%

Median 8.6% 3.2% 6.8% 6.4%

Standard Deviation 17.0% 10.7% 5.7% 5.3%

Avg / Standard Dev 33% 22% 95% 96%

Count 88 87 83 83

Range of Values for Implied 10th Percentile Return
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six months is 5.4%, with a standard deviation of 5.1%. When the implied standard deviation in return is 
greater than 15.5%, the subsequent average return for the S&P500 is 5.7% with a standard deviation of 
16.9%. The next 6-month risk adjusted return for the S&P500 (Average Return / Standard Deviation) is 
three times as high when the implied standard deviation is low than when it is high. 

 

Statistics of subsequent six month returns, sorted on implied standard deviation of returns (Jan 2007-
May 2017) 

Discussion 

Using data from the Minneapolis Federal Reserve Bank, I have shown that option implied metrics appear 
to have substantial predictive information as to the future range of returns of the S&P500. Specifically, 
an investment in the S&P500 when the 10th percentile of return from the option implied probability 
distribution of returns are low has a much higher risk-adjusted return than when the implied 10th 
percentile is low. A similar pattern is observed with ranges of the standard deviation of returns from the 
implied distribution of returns.  

As of this writing, the implied 10th percentile of returns for 6-month S&P500 options is -10.35%, slightly 
better than a month ago (below). The implied standard deviation in returns is also low, at 8.69%, also 
slightly improved from a month ago. These results suggest that the outlook for investments in the 
S&P500 is favorable over the next six months. 

 

Option implied return statistics for 6-month options on the S&P500 
(https://www.minneapolisfed.org/banking/mpd) 

More broadly, the results shown here provide evidence that the implied probability distribution of 
returns than can be estimated from options prices should be of considerable interest. This is especially 
true because the burgeoning markets for ETFs have resulted in options on a wide range of sectors and 

SD > 15.5% 12.2% < SD < 15.5% 10.7% < SD < 12.2% SD < 10.7%

Average 5.7% 2.3% 5.0% 5.4%

Median 8.5% 4.0% 6.4% 6.7%

Standard Deviation 16.9% 10.8% 6.1% 5.1%

Avg / Standard Dev 34% 22% 83% 106%
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subsectors. There a liquid options markets for small cap equity, international developed equity, and (to 
a lesser extent) emerging market equities. There are highly liquid markets for options on the QQQ as 
well. The Minneapolis Fed tool provides option implied distributions on only a small number of indexes 
and securities. The underlying calculations are somewhat computationally intensive but may be solved 
for a wide range of other sectors and asset classes using ETF options. I have been testing these 
procedures and both the computations and the available options data provide robust and stable 
solutions.  

My experience suggests that most financial advisors steer clear of options for two main reasons. The 
first is the complexity of managing options positions. The second is concerns about suitability, even 
though there are several options strategies that are generally suitable for even very conservative 
investors (selling covered calls, for example).  Advisors will be well-served to be familiar with options 
markets and the indicators that can be derived from options prices, however, even if they never actually 
trade in these markets.  

 


